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Abstract

Current efficient symbolic methods to classify the states
of a Markov chain into transient and recurrent classes use
an iterative approach, where each iteration begins by se-
lecting a ““seed”” state. In this paper we present heuristics to
reduce the number of iterations required. Our core contri-
bution is the use of shortest distance information to select
the seed state. Our approach uses multiway decision dia-
grams to represent sets of states and edge-valued decision
diagrams to represent distance information. Experimental
results indicate that the distance heuristics can be quite ef-
fective, often minimizing the required number of iterations.

1. Introduction

Markov Chains are a well-established and important
tool to assess the performance and dependability of com-
puter and communication systems. An important step in
many types of Markov chain analysis is the classification
of states into recurrent classes and the class of transient
states [15, 22]. For instance, the stationary distribution of
a Markov chain is computed by analyzing the recurrent
classes in isolation, and determining the probability that the
Markov chain reaches each recurrent class. Knowledge of
recurrent classes is useful for both exact numerical solu-
tion of the Markov chain and for discrete-event simulations
to compute Markov reward measures based on the Markov
chain. Recurrent classes can be discovered by first con-
structing the strongly-connected components (SCCs) of the
Markov chain, e.g., using traditional algorithms [1]. Once
the SCCs have been determined, the Markov chain states
can be classified: each SCC with no transition to another
SCC is a recurrent class; all others form the transient class.

A major hurdle is that the number of states in a Markov
chain can be extremely large for practical systems. This
state-space explosion problem effectively limits the appli-
cability of explicit techniques, such as the traditional SCC
computation, which require visiting and representing each
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state of the Markov chain explicitly. As a result, many re-
searchers have turned instead to implicit (also known as
symbolic) techniques, which exploit structural characteris-
tics of the system. Such techniques typically utilize decision
diagrams, in particular binary decision diagrams (BDDs)
[4] and multiway decision diagrams (MDDs) [14], to rep-
resent sets of Markov chain states [7, 24]. Compact, im-
plicit representations for the transition matrix of the Markov
chain include Kronecker representations [5, 11, 21], multi-
terminal BDDs (also known as algebraic decision diagrams)
[12, 13], or matrix diagrams [8].

Classification of Markov chain states can be done im-
plicitly in several ways. Early work was based on transitive
closure computation [12, 18, 23]; however, this tends to be
computationally expensive. Alternative methods use an iter-
ative approach, in which an initial seed state is selected: [24]
constructs the complete forward and backward reachability
sets (starting from the seed state) and determines which of
those states are transient and recurrent, while [3] computes
SCCs using a lockstep search to avoid complete exploration
of either the forward or backward set. Iterations continue
until all states have been classified. Note that the choice of
seed state for a particular iteration may affect the computa-
tional cost to perform the iteration, and may affect the total
number of iterations required.

In this paper, we investigate improvements to the above
iterative methods for Markov chain state classification. We
first use more efficient algorithms for constructing reacha-
bility sets for asynchronous systems, to reduce the computa-
tion time required per iteration. Our primary contribution is
to consider heuristics based on distance information to se-
lect the seed states, rather than using random selection, in
an effort to decrease the number of iterations required.

The remainder of the paper is organized as follows. Sec-
tion 2 provides a brief overview of background and related
work, including MDDs, reachability set generation, and it-
erative classification algorithms. Section 3 describes our
distance-based heuristics for reducing the number of itera-
tions. Experimental results for a variety of models are given
in Section 4. Finally, Section 5 concludes the work.



2. Background and related work

We consider finite Markov chains constructed from a
high-level, structured formalism with K components. Each
component k consists of local states S, = {0,...,nk_1},
and the set of potential states of the overall model is S =
Sk X --- x 8;. Thus, a Markov chain state can be writ-
ten as i = (ik,...,i1). However, depending on the initial
distribution, normally only a portion of the potential states
can be reached,; this set of actual states S (defined more for-
mally below) is the state space of the Markov chain.

For the purposes of state classification, the precise value
of the probability (or rate) of transition from one state to an-
other is irrelevant; it matters only if the probability is zero or
not. To this end, for the remainder of the paper we describe a
Markov chain in terms of a next-state function ' : S — 25 s
where N/ (i) specifies the set of states in the Markov chain
that can be reached from state i € S in one step; i.e., the
states to which there is a nonzero probability (or rate) of
transition from state i. For notational convenience, we ex-
tend the next-state function to apply also to sets of states:
N(x) = UieX N().

One-step forward reachability from a state i is deter-
mined by N (i); this can be reversed to obtain one-step
backward reachability P (i) with P = N ~1. We also use
the notion of n-step forward reachability from a state or
set of states: N"T1(i) = N(N™(i)) with NO(i) = {i}.
We can define n-step backward reachability P’ in a similar
way. Forward reachability in any number of steps (includ-
ing zero) can be defined as N*(i) = (U,,cz5o N (i) with
a similar definition for backward reachability P*. Note that
N7, P N* and P* are all subsets of S, which we as-
sume to be finite. In particular, if S is the set of states with
nonzero probability at time O (i.e., the initial states), then
the actual state space is S = N*(S°).

2.1. Implicit Markov chain representations

Several implicit representations for the transition ma-
trix of a Markov chain have been proposed, including Kro-
necker representations [5, 11, 21], multi-terminal BDDs
[12, 13], and matrix diagrams [8]. We require a represen-
tation that allows for the use of the saturation algorithm [7]
to construct reachability sets. The techniques described in
[7] make use of a Kronecker representation (described be-
low); however, these approaches have already been adapted
for use with matrix diagrams [19] and the same could prob-
ably be done for multi-terminal BDDs.

We assume that the high-level model describing the
Markov chain consists of a set of events £; these usually
correspond to features of the model (e.g., departure from a
queue, a Petri net transition, etc.). To use a Kronecker rep-
resentation, it is necessary to express the next-state function

N as the union of several next-state functions, one for each
event, expressible as

N =Ng x - x NY

where function N : S, — 25+ describes the effect of
event e on component k, and must depend only on com-
ponent k. If each function N is represented as a boolean
matrix N¢, such that N¢[iy, jx] = 1iff ji € NE(ix), then
the boolean matrix representing function A/¢ is given by
N¢ = N% ® --- ® NY, and the boolean matrix represent-
ing the complete next-state functionis N = > - N, The
actual state space can be constructed from such a represen-
tation, either explicitly [16] or implicitly (described below).
Note that, using a Kronecker representation, inverting the
next-state function A/ to obtain P can be done by simply
transposing each matrix N¢.

2.2. Encoding sets of stateswith MDDs

An MDD [14] is a directed, acyclic graph consisting of
m terminal nodes, each labeled from integers {0, ..., m —
1}, and non-terminal nodes p, each labeled with a variable
vy, and containing a vector of nj pointers to other nodes, de-
noted p.down. We use the notion of levels: we say terminal
nodes belong to level 0 and non-terminal nodes with vari-
able vy belong to level k. The level of a node p is denoted
Top(p). Two level-k nodes p and p’ are said to be dupli-
cates if p.down = p’.down. An MDD is quasi-reduced
if it contains no duplicates, it contains a level-K node, and
all pointers from a level-k node are to nodes at level k£ — 1.
Quasi-reduced MDDs are known to be canonical represen-
tations [14, 17] for a fixed ordering of levels; it is also
known that the number of MDD nodes required is sensi-
tive to the level order [4]. For the remainder of the paper,
we assume all MDDs are quasi-reduced.

An MDD can be used to represent any subset of S. A
given state i = (ig,...,41) is contained in a set X C S
represented by a K-level MDD iff the path through the
MDD, starting at the level-K node, following downward
pointer iy at level k, reaches terminal node 1. Operations
such as union, difference, and intersection can be performed
directly on their MDD representations [20]; the complexity
of these operations depends on the number of MDD nodes,
rather than the cardinalities of the encoded sets.

An example MDD is shown in Figure 1(a), where K =
3,and S5 = S2 = & = {0,1,2}. Pointers to terminal
node 0 are omitted for clarity. The MDD encodes the set
X C 83 x S x §1 where at most one component is in lo-
cal state 2. Note for instance that state (1,0, 2) belongs to
X, because the corresponding path in the MDD reaches ter-
minal node 1; conversely, (2, 2,0) does not belong to X'.
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(a) An MDD (b) An EVTMDD
Figure 1. Examples of MDDs and EVTMDDs

2.3. EVTMDDsand distance information

We will also utilize edge-valued MDDs (EVTMDDs)
as described in [9]. EVTMDDs are similar to MDDs, but
assign an edge value (either infinity or a natural) to each
downward pointer. We denote the edge values for node p
as the vector p.value € (N U {co})™, with p.value]:]
as the edge value corresponding to p.down/[i]. EVTMDDs
require only a single terminal node, labeled with 0. An
EV+MDD can encode a function f : S — NU{co}, where
f(i) is determined by following the path for i through the
EV+MDD and summing the edge values encountered un-
til terminal node O is reached. Equivalently, an EV*MDD
can be viewed as a representation for a subset of S where
each element of the set has an associated natural value: i is
not contained in the subset if f(i) = oo, otherwise i is con-
tained in the subset and has associated value f(i).

Reduction rules for EVTMDDs, discussed in [9], are
similar to those for MDDs: two level-k nodes p and g are
duplicates if p.down = q.down and p.value = g.value.
However, additional rules are required to obtain a canoni-
cal form. Since any information after an infinite edge value
is irrelevant, by convention such edges are always directly
to terminal node 0. Additionally, each node must contain an
edge value of zero. Useful operators for EVTMDDs include
UnionMin and IntersectionMax, described in [9], which re-
turn new EVTMDDs encoding the minimum and maximum
of the functions encoded by the operands, respectively. An
example EVTMDD is shown in Figure 1(b), which encodes
function f where f(i) = i3 + 12 + i1 if i € X (with X rep-
resented by the MDD in Figure 1(a)), f(i) = oo otherwise.

As discussed in [9], EVTMDDs are well-suited for en-
coding the distance function dj, which indicates the mini-
mum number of forward steps required to reach each state

o ) min{n:jeN"({)} ifjeN*(i)
d‘(J)_{ 00 ifj ¢ N* (i)

Forward(in: MDD X, Markov chain N\; out: MDD S)
e Computes S = N*(X)
1. F— X;
S — X
while F # () do
F— NFI\S;
S —SUF;
end while

Qg RwN

Figure 2. Fixed-point computation for N*(X)

from an initial state i (or set of initial states). Note that
the EVTMDD in Figure 1(b) encodes the distances from
the initial state (0,0, 0), where each local component may
change from local state O to 1 and from 1 to 2 if no other
component is in state 2.

2.4. Saturation for reachability

The problem of constructing N*(i), also known as
reachability set generation, is well-studied. The “tra-
ditional” approach to construct the reachability set us-
ing implicit methods (i.e., those based on BDDs and
MDDs) is to use a fixed-point computation [10, 24], such
as the one shown in Figure 2. Algorithm Forward con-
structs the set AN/7*(X) for a given set of states X. At it-
eration n of the fixed-point computation, the set of states
with distance equal to n is constructed (set F) and added
to S. After the states with largest distance from the ini-
tial state have been added to S, the set F will become
empty and the algorithm terminates. A similar algo-
rithm can be used to construct P*(X).

For asynchronous systems, which contain several iden-
tity matrices in the Kronecker representation, the saturation
algorithm [7] is able to generate extremely large sets N7* (i)
and P*(i) very efficiently, by exploiting the fact that many
events affect only a few components. Experimental stud-
ies have shown that using the saturation algorithm to con-
struct large sets is orders of magnitude faster than the tra-
ditional fixed-point computation (i.e., algorithms similar to
Figure 2) for asynchronous systems. Furthermore, a vari-
ant of saturation [9] can be used to efficiently construct the
EV+MDD representation of a distance function d;.

Use of the saturation algorithm requires partitioning the
next-state function N into Mg U - - - U N, where N}, con-
tains transitions that do not affect components K through
k-+1.If a Kronecker representation is used, this partitioning
is based upon events: N}, contains all events that do not af-
fect components K through £+ 1 [7]. Alternatively, if a ma-
trix diagram representation is used, the partitioning can be
performed by examining the matrix diagram structure [19].
During reachability set generation, the next-state functions
are applied repeatedly and exhaustively to MDD nodes; in



ReachClassify(in: MDD S, Markov chain N)
1PN &S
2: C+—0; T«0
3: while S’ # (¢ do

4: i+<SelectRandom(S’);
5: F— N* (i);
6: B« P*(3i);
7. S —8\B
8. if F C Bthen e iis recurrent
9: C—CH+1,
10: Re — F;
11: T —TUB\F;
12: else e iis transient
13: T —TUB;
14:  end if

15: end while

Figure 3. Reachability-based classification.

particular, any newly-created level-k MDD node is “satu-
rated” by exhaustively applying V.

2.5. Markov chain state classifi cation

Recall [15, 22] that each state i of a finite Markov chain
can be classified as either transient, if it is possible to leave
state i and never return, or recurrent otherwise. Further-
more, recurrent states can be partitioned into classes, where
two recurrent states i and j are within the same class if it is
possible to eventually reach j from i and vice-versa. Given
a Markov chain with actual states S = A*(SY), the prob-
lem we consider is how to classify the states S into recur-
rent classes and the set of transient states. We denote the
set of transient states as 7, and the recurrent classes as
Ri,...,Rc, where C' is the number of recurrent classes.
Notethat 7 UR{U---URg = S.

One implicit method to classify states is due to Xie and
Beerel [24], which we refer to as the reachability method.
The method is based on the following properties:

e Astatei € S is recurrent if N* (i) C P*(i), otherwise
it is transient.

e If state i is recurrent, then N*(i) is a recurrent class,
and states P*(i) \ V*(i) are transient.

o If state i is transient, then states in P*(i) are transient.

These properties lead to the classification algorithm shown
in Figure 3, which appears in [24]. In the algorithm, S’ de-
notes the set of states that are still unclassified.

There is an issue with the above method when a Kro-
necker representation is used for the Markov chain. If the
set S is a proper subset of S, then a Kronecker represen-
tation of the Markov chain might contain transitions due

Figure 4. A linear Markov chain

to unreachable states (i.e., states in S \ &), and it is possi-
ble that an unreachable state can reach a reachable state [5]:
N(S\ 8)NS # 0. This implies that the set S might not be
closed under backward reachability: P*(S) \ S # . Thus,
as shown, algorithm ReachClassify may generate a set 7
containing unreachable states. This can be corrected either
by removing unreachable states from P*(i) at each itera-
tion (using B — P*(i) N S), or by removing unreachable
states from 7 at the end of the classification algorithm.

Note that each iteration of ReachClassify randomly se-
lects an unclassified state and generates the entire forward
and backward reachability sets; during each iteration, states
BNS' are classified. The time required to construct the for-
ward and backward sets will depend on the seed state. The
choice of seed state will also affect the total number of it-
erations required. The minimum number of iterations oc-
curs when every seed state selected is recurrent, and there
will be exactly C iterations. Random selection can perform
poorly when the number of transient states is much larger
than the number of recurrent states, since it is unlikely that
the seed state will be recurrent. In the worst case, BNS’ con-
tains only the seed state; if this occurs every time, then there
will be exactly | 7| + C iterations. For example, for the lin-
ear Markov chain shown in Figure 4, the best case occurs
when state sg is selected, as this will classify all states in a
single iteration; the worst case occurs when s,, is selected,
then s,,_1, and so on, which will require n + 1 iterations.

Another technique to classify Markov chain states is
based on lockstep search [3]. In contrast to [24], which con-
structs only the terminal SCCs, the algorithm in [3] is de-
signed to construct all SCCs. The number of iterations re-
quired by the lockstep search algorithm is exactly equal to
the number of SCCs in the Markov chain. Given the set of
SCCs of the Markov chain, the recurrent classes can be de-
termined by checking each SCC C to see if it is terminal: if
N(C) C C, then C is a recurrent class; otherwise, C is added
to the set of transient states. Note that the number of SCCs
can be much larger than the number of recurrent classes:
for instance, for the Markov chain shown in Figure 4, ev-
ery state is its own SCC. For this reason, we do not consider
this approach any further here.

3. Selecting seed states

The number of iterations required by algorithm Reach-
Classify depends on the seed states selected. As described
earlier, the minimum number of iterations achievable is
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Figure 5. A “triangular” Markov chain

equal to C', the number of recurrent classes, when the se-
lected seed state is always recurrent. Thus, procedure Se-
lectRandom should always try to select a recurrent state;
failing that, a seed state that causes a large number of tran-
sient states to be classified should be selected.

We propose two simple heuristics for selecting seed
states based on distance information:

1. Always select an unclassified state with furthest dis-
tance from the set of initial states S°.

2. Always select an unclassified state with furthest dis-
tance from a set of states X. Initially, X’ equals the set
of initial states SY. If a transient state was selected, re-
set X to the current set of classified states.

The above rules, while simple, attempt to select a seed state
with a large backward reachability set based solely upon
shortest distance information. Note that, if the first heuristic
works perfectly and always selects a recurrent state, then the
second heuristic will be equivalent. Otherwise, whenever a
transient state is selected, the second heuristic attempts to
improve itself by updating its distance function.

Note that both heuristics will select seed state sg in the
Markov chain shown in Figure 4, assuming S° = {s,,}. An
example where the second heuristic performs better than the
first is shown in Figure 5. If the initial state is S® = {sq,0},
then state s; ; has shortest distance j from S°. Using the
first heuristic, transient state s, will be selected first, and
states so ; will be classified as transient; then transient state
51,m—1 will be selected, and so on, until finally selecting
recurrent state s, /2 /2. Thus, heuristic (1) requires m/2
iterations. Using the second heuristic, after transient state
50,m 1s selected, the distance function is reconstructed, and
state s; ; will have shortest distance ¢ from the classified
states (in this case, all states s, ;). Recurrent state s,,, /2, m /2
will be selected for the second iteration.

Efficient implementation of the distance-based heuris-
tics is possible with EVTMDDs, which can be used to en-
code distance information. Selection of a state with fur-
thest distance, given a distance function represented as an
EV*tMDD, can be done using procedure SelectFurthest,

MaxDistance(in: EVTMDD p; out: i,d)
1. if p=0then
2: i+ 0; d<0;
3: elseif 3',d : (p,i’,d") € cache then
4: i1} ded;
5: else
6: d——1; k<« Top(p);
7. foreach i, € S; do
8: MaxDistance(p.down]ix], 4, d’);
9 if co > p.value[ix] +d’ > d then
10: d « p.value[iy] + d';
11: 1< ik,
12: end if
13:  end for
14:  cache — cache U {(p,i,d)};
15: end if
SelectFurthest(in: EV*MDD p)
1: whilep #0do
2.k« Top(p);
3 MaxDistance(p, ik, d);
4:  p« p.downlig];
5: end while
6: return (ix,...,41);

Figure 6. Distance-based seed selection

shown in Figure 6. The procedure selects a path through
the EVTMDD so that the sum of the edge values is as
large as possible, but still finite. This path is selected us-
ing recursive procedure MaxDistance, also shown in Fig-
ure 6, which determines for a given EV1TMDD node p the
maximum finite value of the function encoded by p, and
a downward pointer that must be followed to obtain this
value. Note that SelectFurthest finds the furthest state by
simply traversing the EVTMDD according to the down-
ward pointer that should be followed, as determined by
MaxDistance. Similar to other decision diagram algorithms
[4], procedure MaxDistance utilizes a cache to prevent du-
plication of computation (lines 3 and 14): once the max-
imum value and downward pointer have been determined
for a particular node, this information is saved and used im-
mediately for subsequent identical calls to MaxDistance.

There may be several states with largest distance in the
EV+MDD. In this case, our implementation of SelectFur-
thest uses the first discovered state with largest distance.
However, other policies could be implemented, such as ran-
dom selection or other heuristics. Note that, in the case
where all reachable states are initial states (S° = S), all dis-
tances will be zero, and the distance heuristics will be use-
less. For most practical applications with extremely large
Markov chains, however, the set of initial states S° is a
small fraction of the reachable states S.

A classification algorithm based on heuristic (1) is shown



DistancelClassify(in: MDD S, EVTMDD D, MC N)
PN §S;
2: C—0;, T0;
3: while 8’ # 0 do

4: i<SelectFurthest(D); e changed line
5: F — N* (i);
6: B—P(HnNS; e changed for Kronecker
7. 8§ —8\B
8: if F C Bthen
9: C—C+1,

10: Re — F;

11: T —TUB\F;

12:  else

13: T —TUB;

14: end if

15: D « IntersectionMax(D, B - ); e new line

16: end while

Distance2Classify(in: MDD S, EVTMDD D, MC N)
1PN §S;
2: C—0;, T0;
3: while S’ # 0 do
i «SelectFurthest(D);
F — N*(i);
B—P*(i)nS;
S — 8"\ B;
if 7 C Bthen
C—C+1;
10: Re «— F;
11: T —TUB\F;

e changed line

e changed for Kronecker

I A

12: D « IntersectionMax(D, B - o0); e new line
13: else

14: T—TUB,

15: D «— ComputeDistances(S \ S’); e new line
16: end if

17: end while

Figure 7. Heuristic-based classification

in Figure 7 in procedure DistancelClassify. Differences
from procedure ReachClassify are indicated. We assume
that the EVTMDD encoding the state distances from the
initial states S° has already been constructed, as described
in [9]. Note that DistancelClassify is nearly identical to
ReachClassify, except that seed states are selected using our
distance heuristic (via SelectFurthest), instead of randomly.
Also, we intersect the backward set with the set S to re-
move unreachable states, as discussed earlier.

At the end of each iteration, the distance EVTMDD
is modified by setting distances of infinity for states that
have already been classified (line 15). This can be done
by first constructing an EVT™MDD representing the func-
tion b = B - oo, where b(i) = oo if i € B and b(i) = 0 if
i & B; this can be done efficiently using the MDD represent-
ing B: MDD paths leading to terminal 0 become EVTMDD

paths with edge-values summing to 0, and MDD paths lead-
ing to terminal 1 become EVYMDD paths containing an
infinite edge value. The distance function D is then inter-
sected with function b. Thus, the additional computational
cost of using procedure DistancelClassify instead of proce-
dure ReachClassify is a priori construction of the distance
function D and an update to D for each iteration.

A classification algorithm based on heuristic (2) is
also shown in Figure 7, in procedure Distance2Classify.
Like DistancelClassify, seed states are selected via Se-
lectFurthest. When the seed state is recurrent, the distance
EV*TMDD is updated so that the classified states have dis-
tance of infinity, as done in DistancelClassify. When the
seed state is transient, the old distance EVTMDD is de-
stroyed. Distances from the classified states are then recon-
structed using procedure ComputeDistances (not shown),
as described in [9]. Thus, if Distance2Classify requires 7 it-
erations, then the distance function D is constructed exactly
C — n + 1 times. When n = (, Distance2Classify re-
quires the same computational overhead (compared to
ReachClassify) as DistancelClassify.

4. Experimental Results

Prototypes of our techniques are implemented in the tool
SMART [6]. We report results for several Markov chains,
described using stochastic Petri nets shown in Figure 8 and
discussed in detail below. Experiments were performed us-
ing 933 Mhz Pentium III machines running Linux. For each
model, we report the number of reachable states |S| in
the Markov chain, the number of transient states |7, the
number of recurrent classes C, and performance measures
for algorithms ReachClassify, DistancelClassify, and Dis-
tance2Classify. For all algorithms, we use saturation-based
methods to construct forward and backward reachability
sets. In practice, absorbing states of a Markov chain could
be detected and classified in a preprocessing step, using a
simple query [20]; we do not do so here.

Performance measures we consider for the three meth-
ods include the number of iterations required, under
columns “#iters”. We also report the total CPU time for
classification; for DistancelClassify and Distance2Classify,
this includes the time required to construct the initial dis-
tance function D. Finally, we report the peak number of
nodes required during construction, as a rough indica-
tion of the memory required (other structures, such as
operation caches, can also contribute to the memory re-
quirements, but these are usually related to the number
of nodes). For all algorithms, we report the peak num-
ber of MDD nodes required under columns “MDD”.
For DistancelClassify and Distance2Classify, we also re-
port the peak number of EVTMDD nodes required for
distance function computations, under columns “D”.
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Figure 8. Models used in experiments

4.1. Virusmode

The first model we consider, shown in Figure 8(a), is a
simple model of a computer virus that spreads via email.
When a clean machine (i.e., not yet infected) receives a mes-
sage containing the virus, it is possible that nothing happens
or the machine can become infected. Eventually, when sys-
tem administrators discover that the machine has been in-
fected and update the anti-virus software, the machine be-
comes immune. An infected machine sends additional mes-
sages containing the virus, while clean and immune ma-
chines send virus-free messages. An infected or immune

machine is not affected by messages containing the virus.
There is a finite capacity for email in transit, represented
by parameter M; thus, corrupt messages and intact mes-
sages compete for bandwidth. The portion of the model en-
closed in the dashed rectangle is replicated IV times to rep-
resent N machines. The virus model stabilizes once no ma-
chine is infected and no messages containing the virus are in
transit. After this happens, any machine can be either clean
or immune; thus, the system has 2N recurrent classes, each
with M + 1 states. It can be shown that the total number
of (tangible) reachable states for the initial state shown is
(BN —1)(M +2)(M +1)/2.

Results for the virus model are shown in Table 1. Note
that, for the parameters NV and M that we consider, the num-
ber of recurrent states is a small fraction of the total number
of reachable states. This implies that, with probability close
to one, the first seed state selected by ReachClassify will
be transient. If a small number of transient states are classi-
fied at each iteration on average, then the expected number
of iterations using random selection will be large. On the
other hand, the number of iterations can still be small, even
though most states are transient, if a large number of tran-
sient states are classified during each iteration. For this par-
ticular model, we see that the number of iterations required
tends to be a bit larger than 2C" twice the smallest possi-
ble number. This suggests that a large number of transient
states are classified at each iteration. Note that, as [V is fixed
and M increases (thereby decreasing the fraction of recur-
rent states), the number of iterations tends to increase.

For this model, we can see that both distance heuristics
perform quite well: the number of iterations for all cases we
checked was C' + 1, which means that a transient seed state
was selected only once. As a result, the CPU times for Dis-
tancelClassify and Distance2Classify are quite low. Inter-
estingly, while the number of iterations is about half that of
ReachClassify, notice that the total CPU time is much less
than half. Finally, we note that use of the distance heuris-
tics allowed the analysis of larger models (the dashes cor-
respond to cases that could not complete due to excessive
memory requirements).

4.2. Polling modd

The second model, shown in Figure 8(b), is a multiserver
polling system similar to [2]: there are N sites (a single site
is shown in the figure), each containing M machines that
can fail. Servers (initially one per site) move from site to
site, repairing the failed machines. However, unlike [2], we
assume that the servers are also machines that can fail; for
simplicity, this can occur only while a server is in transit
from one site to another. A working server will attempt to
repair a failed server if it encounters one; however, it is pos-
sible that the repairing server can also fail. This model de-



ReachClassify Distancel1Classify Distance2Classify

N M |S| |T| C | #iters CPU MDD | #iters CPU MDD D | #iters CPU MDD D

8 10 4.33 x 10° 4.30 x 10° 256 559 37.4 9,650 257 2.9 5949 1,087 257 29 5956 13,823
8 20 1.52 x10% 1.51 x10° 256 572 96.5 10,921 257 4.4 5949 1,087 257 5.8 5956 54,068
8 30 3.25 x 10° 3.25 x 10° 256 661 302.3 8,780 257 6.7 5949 1,087 257 10.7 5,956 120,813
8 40 5.65 x 10° 5.64 x 10° 256 667 694.5 8,867 257 102 5,949 1,087 257 18.0 5,956 214,058
8 50 8.70 x 10° 8.69 x 105 256 676 1320.5 8,881 257 141 5,949 1,087 257 28.5 5,956 333,803
10 10 3.90 x 10° 3.89 x 10° 1,024 - - -1 1,025 16.7 11,314 1,987 | 1,025 13.8 11,323 21,372
10 12 5.37 x 10° 5.36 x 105 1,024 - - - 1,025 17.8 11,314 1,989 | 1,025 15.1 11,323 30,557
10 14 7.09 x 10° 7.07 x 10% 1,024 - - - | 1,025 189 11,314 1,989 | 1,025 16.6 11,323 41,386
10 16 9.03 x 10° 9.02 x 10° 1,024 - - -1 1,025 20.8 11,314 1,989 | 1,025 18.2 11,323 53,859
12 12 4.84 x 107 4.83 x 10”7 4,096 - - - | 4,097 107.0 19,207 3,285 | 4,097 80.7 19,218 43,718

Table 1. Results for the virus model

scribes an absorbing Markov chain, where absorbing states
correspond to cases where all servers and all machines have
failed. Since any of the NV servers can fail at any of the
N sites, the number of absorbing states is exactly (21\][\;1),
which depends only on parameter N.

Results for the polling model are shown in Table 2. In
this case, the number of iterations required for random se-
lection is quite large, about two orders of magnitude more
than the smallest possible number, and increases rapidly
with M. In this case, the distance heuristic reduces the
number of iterations to C; thus, Distance1Classify and Dis-
tance2Classify are identical. Both distance heuristics dras-
tically reduce the CPU time required. Again, the distance
heuristics allow for the analysis of much larger models.

4.3. Web server model

The third model, shown in Figure 8(c), represents a sim-
ple cluster of web servers. A single server is represented by
the portion enclosed in the dashed rectangle; this is repli-
cated N times. Users submit service requests via the Inter-
net (at most M are allowed within the system at a time), and
these requests are added to a queue. Queued requests are as-
signed to one of the IV servers; when the request is com-
pleted, results are returned to the user. Servers may fail, and
are repaired by a technician. In addition, we assume that
the system is not quite ready for production: each server
requires some initialization by the technician before it can
process requests. This model describes a Markov chain with
a single recurrent class. However, there are several transient
states due to the initialization of the servers.

Results for the web server model are shown in Table 3.
For this model, it is easy to select a seed state that results in
a large number of states classified: if the seed state has the
set of servers 7 initialized and ready to process requests,
then the backward set from the seed state includes all states
where the set of initialized servers is a subset of Z. Note that
the recurrent class corresponds to the case Z = {1,..., N}.
We find that random selection of seed states works quite

well: a few iterations are enough to classify the states. The
distance heuristics achieve the smallest possible number of
iterations in this case (and thus are identical), and reduce
the total CPU time required.

4.4, Nearby recurrent class model

The fourth model, shown in Figure 8(d), is designed to
defeat our distance heuristic. The system stabilizes when
there are no tokens in places Py, P>, P3, Py. There are N +1
recurrent classes, each with a different number of tokens in
place Ps. Each recurrent class can be reached in exactly N
steps from the initial state. However, there are many tran-
sient states with longer distance from the initial state; in
particular, the state with N tokens in place P, is 3N steps
from the initial state. Indeed, it can be shown that there are
(N 4+ 1)(IV +2)/2 SCCs (with N + 1 terminal SCCs), and
DistancelClassify will visit each SCC once.

Results for the nearby recurrent class model are shown
in Table 4. As expected, DistancelClassify performs quite
poorly for this model, significantly worse than Reach-
Classify. However, we see that Distance2Classify performs
much better than DistancelClassify, and is compet-
itive with ReachClassify. Indeed, Distance2Classify re-
quires only C'+ 1 iterations: after selecting the first transient
seed state (with distance 3N from the initial state), the dis-
tance function is reconstructed, and from then on only
recurrent seed states are selected. Unfortunately, this sav-
ings in number of iterations does not translate into CPU
savings with respect to ReachClassify; we are currently in-
vestigating whether this is due to distance function over-
head, or to the selected seed states.

4.5, Closed queuing network

We also consider a fifth model, not shown, which is simi-
lar to the closed queuing network model of [24], except that
we use a continuous-time Markov chain. Thus, we obtain



ReachClassify Distancel1Classify Distance2Classify

N M |S] |7 C | #iters CPU MDD | #iters CPU MDD D | #ites CPU MDD D
4 4 853 x10° 853 x10° 35 1,550 89.0 1,559 35 0.7 278 31 35 0.7 279 31
4 5 1.77x107 1.77 x 107 35| 2,394 2246 2277 35 0.9 298 31 35 0.9 299 31
4 6 3.28 x10° 3.28 x 10° 35 | 3,445 500.1 2,937 35 1.2 318 31 35 1.2 319 31
4 10 2.00 x 107 2.00 x 107 35 - - 35 2.7 398 31 35 2.7 399 31
4 20 2.65x 10 2.65 x 108 35 - - 35 8.3 598 31 35 8.4 599 31
5 5 9.04x107 9.04 x 10" 126 - - 126 7.8 709 62 126 7.7 710 62
6 6 1.19 x 10 1.19 x 10'° 462 - - 462 855 1,902 112 462 857 1,903 112
7 7 1.86 x 10'? 1.86 x 10'? 1,716 - - 1,716 9183 5710 188 | 1,716 916.6 5711 188

Table 2. Results for the polling model

ReachClassify Distancel1Classify Distance2Classify
N M S| |T| C |#iters CPU MDD |#iters CPU MDD D |#iters CPU MDD D
10 10 2.02 x 10° 1.89 x 10° 1 2 21.8 212,112 1 174 159,755 46,157 1 182 159,755 46,157
10 12 3.19 x 10° 2.96 x 10° 1 2 27.1 265,866 1 18.1 162,829 47,609 1 188 162,829 47,609
12 12 7.94 x 10'° 7.59 x 10'° 1 5 140.3 788,826 1 64.5 422,196 104,961 1 66.5 422,196 104,961
12 14 1.18 x 10** 1.13 x 10*! 1 8 179.7 898,874 1 68.0 426,996 106,929 1 68.0 426,996 106,929
14 14 2.93 x 10*2 2.85 x 10'? 1 - - - 1 236.3 984,801 212,972 1 243.0 984,801 212,972

Table 3. Results for the web server model

the same number of recurrent classes, but our total num-
ber of reachable states differs slightly from [24]. Results
for the closed queuing network model are shown in Table 5.
Since the number of transient states is a small fraction of the
overall number of states, we expect that random selection of
seed states will usually select a recurrent state. Indeed, we
see that the number of iterations required by ReachClassify
is very close to C'. Both distance heuristics use the mini-
mum number of iterations. In this case, the computational
overhead required to manage the distance functions is quite
small, and so DistancelClassify and Distance2Classify per-
form slightly better than ReachClassify.

5. Conclusion

Current state-of-the-art implicit methods to classify the
states of a Markov chain into transient and recurrent classes
use an iterative approach, in which a seed state is selected at
the start of each iteration. To reduce the total number of it-
erations required to the minimum possible, it is necessary
that the seed state selected is always recurrent. This is usu-
ally not achieved using random seed selection, especially
when the number of transient states is significantly larger
than the number of recurrent states.

We presented two heuristics that attempt to select re-
current states based on state distance. The first heuristic is
to select a seed state from the unclassified states with fur-
thest distance from the initial state of the system. The sec-
ond heuristic is similar, except that the distance function is
updated whenever a transient state is selected. Efficient im-

plementation of the distance heuristics is possible thanks to
EVTMDDs. Experimentally, we find that the two heuris-
tics are quite successful, often reducing the number of iter-
ations required to the minimum possible. The heuristics of-
ten allowed for the analysis of larger Markov chains than
was possible using random selection of seed states.

We presented examples for which the second heuristic
performs significantly better than the first heuristic. Further
study is needed to determine if the reverse is also possible.
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