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1. Introduction

Markov Chains are a well-established and important tool
to assess the performance and dependability of computer
and communication systems. An important step in many
types of Markov chain analysis is the classification of states
into recurrent classes and the class of transient states [11].
For instance, the stationary distribution of a Markov chain
is computed by analyzing the recurrent classes in isola-
tion, and determining the probability that the Markov chain
reaches each recurrent class. Recurrent classes are tradi-
tionally determined using well-known algorithms to com-
pute strongly-connected components (SCCs) [1]: a SCC
that cannot reach states outside of the SCC is a recurrent
class; all others are transient states.

A major hurdle is that the number of states in a Markov
chain can be extremely large for practical systems. This
state-explosion problem effectively limits the applicability
of explicit techniques, which require to explicitly visit and
represent each state of the Markov chain. As a result, many
researchers have turned instead to implicit (also known as
symbolic) techniques, which exploit structural characteris-
tics of the system. Such techniques include representing the
states of the Markov chain using binary decision diagrams
(BDDs) [12] or multi-way decision diagrams (MDDs) [4],
and representing the transition matrix of the Markov chain
using Kronecker algebra [3], multi-terminal BDDs [8], or
matrix diagrams [5].

Existing implicit techniques to classify Markov chain
states include those based on transitive closure [7], which
are typically quite computationally expensive; those based
on lockstep search [2], which look only one step forward
and backward at a time; and those based on forward and
backward reachability [12]. Since recent advancements [4]
have led to greatly improved forward and backward reach-
ability, we focus our attention on this classification algo-
rithm. However, as presented, the algorithm in [12] requires
to “randomly select” a state at each step of the iteration; in
this extended abstract, we suggest the use of distance infor-
mation as a heuristic to select states in a smarter way.

The remainder of the extended abstract is organized as
follows. Section 2 reviews background and related work
in more depth. Section 3 reviews the classification algo-
rithm in [12] and describes our distance-based heuristic for
improving the algorithm. Section 4 discusses various im-
plementation issues and possible directions for future work.

2. Background and related work

2.1. Kronecker representations of Markov chains

We consider finite Markov chains constructed from a
high-level, structured formalism with K components, and
set of events E . Each component k consists of local states
Sk = {0, . . . , nk−1}, and the set of potential states of the
overall model is Ŝ = SK × · · · × S1. Thus, a state can be
written i = (iK , . . . , i1). We assume that the contribution
to the transition matrix for the potential Markov chain (i.e.,
the Markov chain with state space Ŝ) due to a single event
e ∈ E can be expressed as the Kronecker product of contri-
butions local to each component: R̂e = We

K
⊗ · · · ⊗ We

1.

The overall transition matrix R̂ is then the sum of the R̂e

matrices over all events [3]. Note that we require the matrix
R̂ to contain zeroes along the diagonal (to efficiently handle
absorbing states).

2.2. Encoding sets of states with MDDs

Multi-way decision diagrams (MDDs) [9] can be used to
encode any subset of Ŝ [4]. Formally, an MDD is a directed,
acyclic graph with integer-labeled terminal nodes, and non-
terminal nodes labeled with some component k and con-
taining nk pointers to other nodes. A state (iK , . . . , i1) is
contained in the set encoded by the MDD if the path through
the MDD, starting at the root node and following pointer ik

at a non-terminal node for component k, reaches terminal
node 1. By applying appropriate reduction rules [9], MDDs
can often represent large sets of states in a very compact
way (i.e., with significantly fewer nodes than the number of
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Figure 1. Examples of MDDs and EV+MDDs

states), although their worst-case behavior is at least a fac-
tor of K worse than explicit storage. Algorithms to manip-
ulate MDD-encoded sets (e.g., set union, intersection, etc.)
typically have complexity that depends upon the number of
MDD nodes, rather than the sizes of the encoded sets, and
thus can be quite efficient. An example MDD is shown in
Figure 1(a), where K = 3, and S3 = S2 = S1 = {0, 1, 2}.
Pointers to terminal node 0 are omitted for clarity. The
MDD encodes the set S ⊂ S3 × S2 × S1 where at most
one component is in local state 2.

We will also utilize edge-valued MDDs (EV+MDDs) as
described in [6]. EV+MDDs are similar to MDDs, but
assign an edge value (either infinity or a natural) to each
pointer, and have a single terminal node, labeled with 0. An
EV+MDD is used to encode a function f : Ŝ → IN ∪{∞}:
by following the path for a state i = (iK , . . . , i1), the value
of f(i) is found by summing the edge values encountered
until terminal node 0 is reached. Since any information af-
ter an infinite edge value is irrelevant, by convention such
edges are always directly to terminal node 0. Addition-
ally, each node must contain an edge value of zero. Reduc-
tion rules for EV+MDDs are discussed in [6]. An exam-
ple EV+MDD is shown in Figure 1(b). Pointers with edge
value of infinity (which are directly to terminal node 0) are
omitted for clarity. The EV+MDD encodes the function f
where f(i) = i3 + i2 + i1 if i ∈ S, f(i) = ∞ otherwise.

2.3. Generating forward and backward sets

We define functions for one-step forward reachability
from a state, F (R̂, i) = {j : R̂[i, j] > 0}, and one-
step backward reachability from a state, B(R̂, j) = {i :

R̂[i, j] > 0}. We extend this to include reachability from
sets of states, F (R̂,S) =

⋃

i∈S
F (R̂, i) and B(R̂,S) =

⋃

i∈S
B(R̂, i); and also to the notion of n-step or fewer for-

ward and backward reachability from a state:

F 0(R̂, i) = {i} F n+1(R̂, i) = F n(R̂, i) ∪ F (F n(R̂, i))

B0(R̂, j) = {j} Bn+1(R̂, j) = Bn(R̂, j) ∪ B(Bn(R̂, j))

with similar definitions for sets of states. Since Ŝ is finite,
the limits F ∗(R̂, i) = limn→∞ F n(R̂, i) and B∗(R̂, j) =

limn→∞ Bn(R̂, j) exist and are also finite. Note that
F ∗(R̂, i) is the set of all states that can be reached from
state i, and B∗(R̂, j) is the set of all states that can reach
state j.

Recent advancements have made it possible to compute
the sets F ∗(R̂,S0) and B∗(R̂,S0) efficiently for many
systems, using MDD-based algorithms. In particular, for
highly asynchronous systems (characterized by many iden-
tity matrices in the Kronecker representation for R̂), the
saturation algorithm [4] is able to exploit the asynchronous
behavior to generate extremely large sets F ∗(R̂,S0) and
B∗(R̂,S0) very efficiently, using a Kronecker representa-
tion for R̂. Furthermore, a variant of saturation [6] can be
used to construct the distance function di, which indicates
the minimum number of forward steps required to reach
each state from state i (or set of states)

di(R̂, j) =

{

min{n : j ∈ F n(R̂, i)} if j ∈ F ∗(R̂, i)

∞ if j /∈ F ∗(R̂, i)

using EV+MDDs. Note that the EV+MDD in Figure 1(b)
encodes the distances from the initial state (0, 0, 0), where
each local component may transition from local state 0 to 1
and from 1 to 2 if no other component is in state 2.

3. State classification

Given an initial set of states S0 and a Kronecker repre-
sentation for a potential CTMC R̂, we can determine the
actual CTMC, which has state space S = F ∗(R̂,S0), us-
ing the saturation algorithm [4]. The problem we consider is
how to classify the states of the actual CTMC into recurrent
classes and transient states.

3.1. Previous work

The classification algorithm of Xie and Beerel [12],
which we use for our approach, is based on the following
properties:

• A state i ∈ S is recurrent if and only if F ∗(R̂, i) ⊆

B∗(R̂, i).

• A state i ∈ S is transient if and only if F ∗(R̂, i) 6⊆

B∗(R̂, i).



Classify(in: MDD S, CTMC R̂)

1: S ′ ← S;
2: while S ′ 6= ∅ do
3: i←RandomTake(S ′);
4: F ← F ∗(R̂, i);
5: B ← B∗(R̂, i);
6: if F ⊆ B then • i is recurrent
7: F is a recurrence class;
8: B \ F are transient states;
9: else • i is transient

10: B are transient states;
11: end if
12: S ′ ← S ′ \ B;
13: end while

Figure 2. Xie and Beerel’s classification algo-
rithm [12].

• If state i is recurrent, the set F ∗(R̂, i) is a recurrent
class, and all states in the set B∗(R̂, i) \ F ∗(R̂, i) are
transient.

• If state i is transient, then all states in the set B∗(R̂, i)
are also transient.

Based on the above properties, they derive the classifi-
cation algorithm shown in Figure 2, which repeatedly picks
an unclassified state at random, determines if it is transient
or recurrent, and classifies all unclassified states that can
reach the selected state (including the selected state itself).
For each iteration of the algorithm, it is necessary to com-
pute the forward and backward sets for the selected state.
The number of iterations required depends on the size of
B ∩ Ŝ , which depends on the selected state and structure of
the Markov chain. In the best case, we are very lucky, and
the randomly selected states are always recurrent, causing
the algorithm to complete after exactly C iterations, where
C is the number of recurrent classes (this can be seen by
noticing that every transient state can reach at least one re-
current class). In the worst case, we are very unlucky, and
B∩Ŝ contains only the selected state; if the recurrent classes
contain only one state, the algorithm can require |S| itera-
tions.

3.2. Our improvements

An immediate improvement to Xie and Beerel’s classi-
fication algorithm is to use saturation [4] to compute the
forward and backward sets. The “traditional” iterative al-
gorithms for forward and backward reachability, which are
used in [12] and throughout the literature, can be orders of
magnitude slower than the saturation algorithm [4], espe-
cially for asynchronous systems. Another simple improve-
ment is the classification of absorbing states: any potential

DistanceClassify(in: MDD S, EV+MDD D, CTMC R̂)

• D is the EV+MDD encoding of dI(R̂, j),
• for initial states I, for all j ∈ Ŝ.
1: S ′ ← S;
2: while S ′ 6= ∅ do
3: i←TakeLargest(D);
4: F ← F ∗(R̂, i);
5: B ← B∗(R̂, i);
6: if F ⊆ B then • i is recurrent
7: F is a recurrence class;
8: B \ F are transient states;
9: else • i is transient

10: B are transient states;
11: end if
12: S ′ ← S ′ \ B;
13: RemoveStates(D, B);
14: end while

Figure 3. Distance-based classification

state i with an empty row in the matrix R̂ is an absorbing
state, and thus can be immediately classified as its own re-
current class. An MDD encoding the set of empty rows
of R̂ can be efficiently constructed based on the Kronecker
representation of R̂ [10]. Thus, absorbing states can be dis-
covered and classified in a preprocessing step.

Our core contribution is to consider alternatives to ran-
dom selection of states to explore. In an ideal situation,
the algorithm should always select a recurrent state; failing
that, the algorithm should try to select a state with a large
number of unclassified states in its backward set, since the
algorithm classifies states in the backward set at each iter-
ation. We propose a simple heuristic for selecting states
based on distance information: always select an unclassi-
fied state with furthest distance from the initial state(s). The
above rule, while simple, has an intuitive explanation: it at-
tempts to select a state with a large backward set using only
distance information. Indeed, if a state j has distance δ from
the initial states, then there is a path of length 1 + δ from
an initial state to state j, and all the states in the path will
belong to the backward set of j. Of course, this simple rule
is not guaranteed to select the state with largest backward
set; it only guarantees that the backward set contains 1 + δ
states. Examples can be contrived where the heuristic does
not perform well; however, we believe that for many types
of systems, the heuristic is appropriate. In particular, for
systems that degrade gracefully (i.e., the system continues
to provide as much service as possible in the presence of
failures), the underlying CTMC will contain several SCCs,
each corresponding to various levels of service, and the re-
current states are likely to be “far” from the initial states.

Our distance-based classification algorithm is shown in
Figure 3 for comparison. We assume that the EV+MDD
encoding the state distances from the initial states has al-



ready been constructed as described in [6]. Procedure Take-
Largest finds one of the states with largest finite distance in
D, and procedure RemoveStates is used to set the distance
information of the newly classified states to infinity (since
they should not be considered for selection in the future).

4. Discussion

We are currently developing an implementation of the
distance-based classification algorithm. Note that this re-
quires efficient algorithms for procedures TakeLargest and
RemoveStates. It is interesting that, while finding a state
with minimum distance is easy (at each node select a pointer
with edge value of zero) [6], finding a state with maximum
finite distance (procedure TakeLargest) requires a bit more
work: from the bottom up, visit each node and determine
the path with maximum finite distance, based upon the edge
values and the maximum distance at the nodes below. Pro-
cedure RemoveStates is essentially a variation of set dif-
ference, with care taken to adjust the edge values of the
resulting EV+MDD appropriately. Another way to imple-
ment RemoveStates is to use the IntersectionMax operator
[6]: construct an EV+MDD X with distances of zero for
the states to keep, and distances of infinity for the states to
remove; then pass both the distance function D and X to
IntersectionMax.

One concern with this approach is that construction of
the EV+MDD encoding the distances, even using satura-
tion, may be expensive, and that modifying the distance
EV+MDD at each iteration may make the approach pro-
hibitively expensive (since an EV+MDD may require many
more nodes than an MDD, due to differences in edge val-
ues). Alternatively, the overhead of maintaining the dis-
tances may be acceptable, and may drastically reduce the
number of iterations required to classify the states. We in-
tend to investigate this issue, in part by comparing the two
algorithms experimentally (i.e., Classify versus Distance-
Classify) on a variety of CTMCs constructed from high-
level formalisms.

Other distance-based heuristics should be investigated.
For instance, when the selected state i is determined to be
transient, it might be better to choose the next state as one
with maximum distance from state i, rather than from the
initial state (with the hope that this will quickly lead to a re-
current state). Alternatively, at every step, it might be best
to choose the next state as the one furthest from all states
that have already been classified, with the hope that the
number of unclassified states in the backward set is large.
Clearly, heuristics such as these will have a higher overhead,
as they require distance function construction at every iter-
ation. However, this effort may be well-spent if the overall
number of iterations required is reduced.
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