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ABSTRACT
We present a new approximation algorithm based on an ex-
act representation of the state space S, using decision dia-
grams, and of the transition rate matrix R, using Kronecker
algebra, for a Markov model with K submodels. Our algo-
rithm builds and solves K Markov chains, each correspond-
ing to a different aggregation of the exact process, guided by
the structure of the decision diagram, and iterates on their
solution until their entries are stable. We prove that exact
results are obtained if the overall model has a product-form
solution. Advantages of our method include good accuracy,
low memory requirements, fast execution times, and a high
degree of automation, since the only additional information
required to apply it is a partition of the model into the K
submodels. As far as we know, this is the first time an ap-
proximation algorithm has been proposed where knowledge
of the exact state space is explicitly used.

1. INTRODUCTION
Fixed-point approximation algorithms for the solution of
large Markov models have been widely used [7; 12; 15; 16;
17; 22; 25; 26; 27]. The idea is to “decompose” the original
model into submodels and then somehow use the results ob-
tained from the solution of the submodels to update their
rate parameters, until the iteration converges. While this
idea can work quite well in practice and drastically reduce
the solution time with respect to that of the overall exact
model (which might not even be feasible), there are several
potential pitfalls: the iteration might fail to converge, or
it might converge to different values depending on the ini-
tial guess, or it might converge to a value very far from the
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exact result. Proofs of convergence are usually difficult to
obtain [18]. A further problem not often mentioned is that,
when submodels are combined, “spurious” states might be
introduced, which do not exist in the exact model. This can
be a problem, as, for example, it might suggest that cer-
tain events can occur while they have probability zero, or it
might negatively affect the quality of the results.

Recent advances in decision diagram techniques [1; 2; 19; 20;
23] and the use of Kronecker algebra [3; 4; 5; 11; 13; 14; 21;
24] can be used to store the state space and the transition
rate matrix of a huge Markov model very efficiently, but the
size of the probability vector still precludes us from obtain-
ing an exact solution for such a process. In this work, we
present a new fixed-point iteration algorithm that uses this
“exact” representation of the model to compute an approxi-
mation of the probability vector and of the desired measures.
As far as we know, this is the first time an approximation
algorithm has been proposed where complete knowledge of
the state space is explicitly exploited.

2. COMPOSITIONAL DESCRIPTION
Assume that the state space S of the system under study is

a subset of bS = SK×· · ·×S1, where Sk = {0, 1, . . . , nk−1},
nk ≥ 2, is the “local state space” at level k. Hence, a system
state is a tuple of the form i = (iK , . . . , i1). For example,
given a queueing network or a stochastic Petri net model
of a system, we can partition its queues, or places, into K
subsets, thus identifying K submodels (in our figures, this is
indicated by grey oval shapes surrounding queues, or places).
The simplest case occurs when each queue, or place, is in a
different submodel; the state is then simply the vector of
queue occupancies, or the marking of the net (number of
tokens in each place). However, such a fine partition of
the model into submodels is not always advisable from the
point of view of solution efficiency, or even possible, since
we will see in Sect. 2.1 that the dynamic description of the
submodels must satisfy certain compositional restrictions.

The model has a finite set of events E . An event e ∈ E can
move the system from the current state i to any of the states
in set X e(i). If X e(i) = ∅, we say that e is disabled in i,
otherwise we say it is enabled. The (global) state space set S

is formally defined as the smallest subset of bS that contains
the initial state, part of the given system’s description, and
is closed under the one-step reachability relation; that is, if
i ∈ S, then X e(i) ⊆ S, for any event e.



We also need to specify the state-to-state transition rates,
that is, the transition rate matrix R. This can be done
through two functions: λ

e(i), giving the rate of the expo-
nentially distributed duration for the occurrence of event e
when the state is i, and Probe(i, j), giving the probability
that, if event e occurs in state i, the state reached is j:

R[i, j] =
P

e∈E Re[i, j] =
P

e∈E λ
e(i) · Probe(i, j),

where Re ∈ IR|S×S| is the contribution due to event e.

2.1 Using Kronecker operators to store R

We can express Re with Kronecker operators as proposed by
Plateau [14; 21] when X e, λ

e, and Probe can be expressed
compositionally:

X e(i) = X e
K(iK)× · · · × X e

1 (i1)

λ
e(i) = λ

e
K [iK ] · · ·λe

1[i1]

Probe(i, j) = Probe
K(iK , jK) · · ·Probe

1(i1, j1),

where X e
k and Probe

k are functions applied to submodel k
in isolation, and λ

e
k is a vector of size |Sk|. This composi-

tional requirement restricts our choice of model decomposi-
tion somewhat. For instance, if the rate of an event depends
upon the sum of state variables i and j, then our decompo-
sition must assign i and j to the same submodel. When the
compositional requirement is satisfied, we can define [4] the

matrix bRe ∈ IR| bS× bS| as

bRe =
“NK

k=1 We
k

”
, (1)

where We
k ∈ IR|Sk×Sk| gives the effect of e on submodel k:

We
k[ik, jk] = λ

e
k[ik] · Probe

k(ik, jk).

Note that elements in row ik of We
k sum to λ

e
k[ik]. Matrix

Re is then the submatrix of bRe corresponding to the reach-

able states: Re = bRe[S,S]. That is, the matrix bRe may
contain extra rows and columns due to unreachable states;

this occurs when S is a strict subset of bS. Thus, instead
of storing R explicitly, we compute the elements of Re as

needed (by selecting the reachable portion of bRe, computed
from the much smaller W matrices using Eq. 1) and sum
over all events e ∈ E . The infinitesimal generator Q of the
underlying continuous-time Markov chain (CTMC) is the

reachable portion of bQ:

Q = bQ[S,S], bQ =
“P

e∈E

NK

k=1 We
k −

NK

k=1 diag(λe
k)

”
,

where “diag” indicates a square matrix having the argu-
ment, a vector, on its main diagonal and zeros elsewhere.

We say that e is independent of level k if X e
k (ik) = {ik}

for all local states ik ∈ Sk and We
k is the identity matrix.

Otherwise, we say that e depends on level k. If e depends
only on a single level k, we say that it is a local event for
level k; otherwise it is a synchronizing event. Let First(e)
and Last(e) be the maximum and minimum levels on which
e depends, noting that e might or might not depend on levels
strictly between First(e) and Last(e).

2.2 Using decision diagrams to store S
Decision diagrams have recently been used to build and store

S ⊆ bS extremely efficiently for most systems of interest. We
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Figure 1: Sets encoded by decision diagrams.

now briefly describe the relevant definitions and terminol-
ogy, more detailed information and further references can
be found in [8; 19]; a few illustrative examples are given
at the end of this section. In our particular application, a
decision diagram is a directed acyclic graph whose nodes
are organized in levels ranging from K, at the top, to 1,
at the bottom, plus the special level 0, which contains only
a special node one corresponding to the boolean value 1
(in practice, there is no need to store this level explicitly).
There is a single root node, root, at level K without incom-
ing arcs. Any other node is at a level below K and has one
or more incoming arcs, from the level immediately above. A
node p at level k, K ≥ k ≥ 1, is then essentially an array
of nk pointers, p[0], . . . , p[nk − 1] to nodes at level k − 1 or
to null, corresponding to the boolean value 0 at level 0. We
use a special version of “reduced ordered decision diagrams”
(written “decision diagrams” from here on) where no node
can be a “replica” of another node at the same level (that
is, have exactly the same p array), but “dummy” nodes are
allowed (nodes for which all the entries in p have the same
non-null value). Most definitions forbid dummy nodes, but
we allow them since we require arcs to go between adjacent
levels only. A fundamental property of decision diagrams
(reduced according to either the classical definition or the
one with dummy nodes we use) is that they are a canonical
representation of sets.

The concept of reachable substate is fundamental to our
discussion. Let L[k] be the set of nodes at level k. Given a
node p ∈ L[k], we can then recursively define the set B(p)
of substates encoded by (or “below”) p as

B(p) =

 S
p[i]6=null

{i} × B(p[i]) if k > 1

{i ∈ S1 : p[i] 6= null} if k = 1
,

where B(null) = ∅ by definition. We can then store our
reachability set S with a K-level decision diagram rooted
at node root: S = B(root). Given a decision diagram rep-
resentation of S, a substate α = (iK , . . . , ik) is said to be
reachable if there is a state in S beginning with α. Such
substate uniquely identifies a node at level k:

node(α) =


root if |α| = 0
node(iK , . . . , ik+1)[ik] otherwise

.

We can then define the set A(p) of substates leading to node
p (or “above” p) as A(p) = {α : node(α) = p}. In particular,
A(one) = S.

We illustrate the use of decision diagrams for storing a state
space with a few simple examples. Fig. 1 provides exam-
ples of sets A(p) and B(p). The example in Fig. 1(a) shows
A(p) = {12, 22, 30, 31, 40, 41}, and Fig. 1(b) shows B(p) =
{102, 111, 201}. Examples of simple models and the decision
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Figure 2: Models and the decision diagrams encoding their state spaces.

diagram representations for their state spaces are shown in
Fig. 2. In the figure, we show the local state index in the ar-
ray positions having a non-null pointer, and we omit pointers
at level 1, since they go to node one. Consider first an open
queueing network with Q = 4 tandem queues and bounds
3, 2, 1, and 2, respectively, on the size of their buffer. The
model and the resulting decision diagram, assuming each
queue is assigned a different level, is shown in Fig. 2(a).

For this model, bS = S, hence the decision diagram has a
single node per level. A more complex example is that of
a single-class closed queueing network with Q = 4 queues
and N = 3 customers, shown in Fig. 2(b). The local state
spaces at each level are all the same, Sk = {0, 1, 2, 3}, and
some combinations of local states cannot occur.

Decision diagrams do have pathological cases with space re-
quirements O(K · |S|), the same as if we were storing S us-
ing an ordinary search tree with one state per node, stored
as a full array of K substates. Consider for example the
fully synchronized Petri net of Fig. 2(c). Its state space is
S = {[0, 0, 0, 0, 0], [1, 1, 1, 1, 1], [2, 2, 2, 2, 2], [3, 3, 3, 3, 3]}, but
the bad choice of partition (or, perhaps, to partition at all)
creates |S| = 4 chains of nodes, each K − 1 tall, plus a
single root node. This model is just an extreme case of a
problem already visible in the closed queueing network of
Fig. 2(b), where each node at level 1 contains exactly one
non-null pointer. This means that any path to such a node,
i.e., any substate (i4, i3, i2) ∈ A(p), uniquely determines a
local state i1. Clearly, this is a waste that can be eliminated
by merging levels 1 and 2, that is, merging the correspond-
ing submodels. For the closed queueing network example,
this reflects the fact that the number of customers N in the
network is fixed: if L = i4 + i3 + i2 customers are in the
first 3 queues, i1 = N − L customers must be in the last
queue. For the fully synchronized Petri net, the idea can
be applied at each level except the first one, resulting in a
single submodel corresponding to the entire model.

3. OUR APPROXIMATE AGGREGATION
We now present our main idea, after briefly recalling the
concept of (exact) aggregation for a CTMC.

3.1 Exact aggregation
Given a CTMC with state space S, transition rate matrix
R, and stationary probability vector π, partition S into C
disjoint classes C1, . . . , CC and define an aggregated CTMC
with state space {1, . . . , C} and transition rate matrix Raggr

given by

Raggr [i, j] =
P

i∈Ci
π[i|Ci] ·

P
j∈Cj

R[i, j], (2)

where π[i|Ci] is the conditional probability that the original
CTMC is in state i given that it is in Ci:

π[i|Ci] = π[i] ·
“P

j∈Ci
π[j]

”−1

. (3)

Thus, Raggr [i, j] represents the stationary rate at which the
original CTMC goes from Ci to Cj given that it is in Ci.

If the original CTMC is ergodic, so is the aggregated CTMC,
and its stationary probability vector πaggr satisfies πaggr [i] =P

i∈Ci
π[i]. While exact aggregation allows us in principle

to greatly reduce the size of the state space to be consid-
ered, its use is rarely practical, since the computation of the
aggregate rates can be correctly performed in general only
if the stationary probability vector π of the original CTMC
is known. In practice, we often resort to approximate ag-
gregation, where an estimate of the conditional probabilities
π[i|Ci] is used instead of the exact expression of Eq. 3.

3.2 Partition based on decision diagrams
We now apply aggregation based on a partition of S guided
by the decision diagram structure discussed in Sect. 2.2. We
will build K aggregated CTMCs, one per level of the decision
diagram. The states in the state space Mk of the level-k
CTMC are pairs of the form (p, ik) where p is a node at
level k and ik is a reachable local state for that node:

Mk = {(p, ik) : p ∈ L[k] ∧ p[ik] 6= null}.

Mk induces the partition S =
S

(p,ik)∈Mk
C(p, ik), where

C(p, ik) = A(p)× {ik} × B(p[ik]).

Intuitively, class C(p, ik) contains the states with ik as the
local state for submodel k whose path in the decision dia-
gram from node root to node one passes through node p.
For an exact aggregation, we derive the rate from (p, ik) to
(q, jk) in the level-k CTMC due to event e by combining



Eq. 1 and Eq. 2:

R
e
k[(p, ik), (q, jk)] =

X

i∈C(p,ik)

π[i|C(p, ik)] ·
X

j∈C(q,jk)

R
e[i, j]

„
let

α = iK , . . . , ik+1 , β = ik−1, . . . , i1,
α′ = jK , . . . , jk+1, β′ = jk−1, . . . , j1

«

=
X

α∈A(p),β∈B(p[ik])

π[(α, ik, β)|C(p, ik)] ·
X

α′∈A(q),β′∈B(q[jk])

W
e
K [iK , jK ] · · ·We

1[i1, j1]

=
X

α∈A(p)

Pr{α|p, ik} ·
X

α′∈A(q)

W
e
K [iK , jK ] · · ·We

k[ik, jk] ·

X

β∈B(p[ik])

Pr{β|α, ik} · λ
e
k−1[ik−1] · · ·λ

e
1[i1]. (4)

If the original CTMC is ergodic, then the level-k CTMC is
ergodic and has stationary probability vector πk.

3.3 A simple case of exact aggregation
We first discuss a special case where exact aggregation nat-
urally arises, as preparation to our approximation approach.
Consider a decision diagram where replicas are not only al-
lowed, but extensively required by the fact that we forbid
two arcs from pointing to the same node. We can visualize
such an “unreduced decision diagram” as a tree where the
nodes at level k have anywhere between one and nk pointers
to nodes at level k − 1. This is the multilevel data struc-
ture introduced in [10] to store S. For example, the open
queueing network of Fig. 2(a) would have a decision diagram
with 1, n4 = 4, n4 · n3 = 12, and n4 · n3 · n2 = 24 nodes at
level 4, 3, 2, and 1, respectively, while the closed queueing
network of Fig. 2(b) would have a decision diagram with

1,
„

3 + 1

1

«
= 4,

„
3 + 2

2

«
= 10, and

„
3 + 3

3

«
= 20 nodes at

level 4, 3, 2, and 1, respectively; note that the Petri net of
Fig. 2(c) is already in the required form.

If the decision diagram is a tree, there is exactly one path
to each node p (|A(p)| = 1). Thus the level-1 CTMC is
not really aggregated, in the sense that each class in the
partition at level 1 contains one state of the original CTMC,
|M1| = |S|. Then,

Pr{α|p, ik} = 1 and Pr{β|α, ik} = Pr{β|p, ik}

and we can rewrite Eq. 4 for Re
k[(p, ik), (q, jk)] as

R
e
k[(p, ik), (q, jk)] = A

e
k[p, q] ·We

k[ik, jk] · be
k[p[ik]]

where

A
e
k[p, q] = W

e
K [iK , jK ] · · ·We

k+1[ik+1, jk+1]

expresses the contribution to the rate “from above” and

be
k[p[ik]] =

P
β∈B(p[ik]) Pr{β|p, ik} · λ

e
k−1[ik−1] · · ·λ

e
1[i1]

expresses the contribution “from below”. Defining the ter-
minal cases Ae

K [root, root] = 1 and be
k[one] = 1, we can

express A and b recursively: if p = p′[ik+1] and q = q′[jk+1],

A
e
k[p, q] = W

e
k+1[ik+1, jk+1] ·A

e[p′, q′]

b
e
k[p] =

P
ik:p[ik]6=null

Pr{ik|p} · λ
e
k[ik] · be

k[p[ik]].

At level 1, the “aggregated” CTMC and the exact CTMC
coincide, thus π1 = π and the recursive computation of b

results in the correct conditional probabilities Pr{ik|p} be-
ing used at every level. In other words, every level-k CTMC

is an exact aggregation of the original CTMC. Thus, this is
an illustrative case only, since there is no point in defining
aggregated CTMCs once the exact CTMC has been solved.

3.4 Our approximation
Armed with the intuition from the previous section, we are
now ready to deal with the case where the decision diagram
is indeed reduced, and multiple paths could reach node p,
that is, |A(p)| ≥ 1. Before deriving the expression for the
aggregated CTMCs, we introduce the only source of our
approximation. Our goal is to obtain stationary probability
vectors for the CTMCs at each level that can be used to
approximate the entire stationary probability vector for the
original CTMC. To do so, we assume that

∀α ∈ A(p) , P r{ik|α} = Pr{ik|p}, (5)

or, equivalently,

∀α, α′ ∈ A(p) , P r{ik|α} = Pr{ik|α
′},

which implies that p captures all the information about the
path α, from root to p, required to correctly compute the
rate of an event e.

Of course, this is a strong assumption, and the quality of
the approximation will ultimately depend on how closely it
holds. However, this assumption has an excellent structural
justification: the set of substates (ik, β) that can complete
a given α to form a reachable state (α, ik, β) is exactly the
same for any α ∈ A(p). This implies that, given α, α′ ∈
A(p), Pr{ik|α} = 0 ⇔ Pr{ik|α

′} = 0, and is indeed one of
the strengths of our approximation algorithm: we can, at
the very least, exclude from consideration “spurious” states

in bS \ S, since we have an exact encoding of the state space
S. What is not true in general, however, is that Pr{ik|α} =
Pr{ik|α

′} when they are not zero.

Using our assumption, the stationary probability of state
(iK , · · · , i1) of the original CTMC is then

Pr{iK , . . . , i1}=Pr{i1|iK , . . . , i2} · Pr{iK , . . . , i2}=

Pr{i1|p1}·Pr{iK , . . . , i2}=
KY

k=1

Pr{ik|pk}=
KY

k=1

πk[(pk, ik)]

Pr{pk}
,

where pk = node(iK , . . . , ik+1), πk[(pk, ik)] is the stationary
probability of state (pk, ik) in the level-k CTMC, and, of
course, Pr{pK} = Pr{root} = 1.

Using Eq. 5, Pr{α|p, ik} can be written as

Pr{α,p,ik}

Pr{p,ik}
=

Pr{p,ik|α}·Pr{α}

Pr{ik|p}·Pr{p}
=

Pr{ik|α}·Pr{α}

Pr{ik|p}·Pr{p}
=

Pr{α}

Pr{p}
.

Analogously, we can show that Pr{β|α, ik} = Pr{β|p, ik},
since the dependency of β on α can be eliminated recur-
sively: letting β = (ik−1, . . . , i1) = (ik−1, γ), we have

Pr{β|α, ik} = Pr{ik−1, γ|α, ik}

= Pr{ik−1|α, ik} · Pr{γ|α, ik, ik−1}

= Pr{ik−1|p[ik]} · Pr{γ|α, ik, ik−1}

= Pr{ik−1|p[ik]} · · ·Pr{i1|p[ik][ik−1] · · · [i2]}.



Substituting into Eq. 4 we then express Re
k[(p, ik), (q, jk)] as

„P
α∈A(p)

Pr{α}

Pr{p}
·
P

α′∈A(q)W
e
K [iK , jK ]· · ·We

k[ik+1, jk+1]

«
·

We
k[ik, jk]·

“P
β∈B(p[ik]) Pr{β|p, ik}·λ

e
k−1[ik−1]· · ·λ

e
1[ik]

”

= A
e
k[p, q] ·We

k[ik, jk] · be
k−1[p[ik]] (6)

where Ae
k[p, q] can be written as the recurrence

A
e
k[p, q] =

P
(iK ,··· ,ik+1)∈A(p)

Pr{iK , · · · , ik+1}

Pr{p}

·
P

(jK ,··· ,jk+1)∈A(q) W
e
K [iK , jK ] · · ·We

k+1[ik+1, jk+1]

=
P

p′,ik+1:p′[ik+1]=p

Pr{p′, ik+1}

Pr{p}

·
P

q′,jk+1:q′[jk+1]=q Ae
k+1[p

′, q′] ·We
k+1[ik+1, jk+1]

which can be proved by letting α = (iK , · · · , ik+1) = (γ, ik+1)
and p′ = node(γ), and observing that

Pr{γ, ik+1}

Pr{p}
=

Pr{ik+1|γ} · Pr{γ}

Pr{p}
=

Pr{ik+1|p
′} · Pr{γ}

Pr{p}

=
Pr{ik+1, p

′}

Pr{p}
·

Pr{γ}

Pr{p′}
.

Analogously, b can be written as the recurrence

b
e
k[p] =

P
(ik,... ,i1)∈B(p) Pr{ik, . . . , i1|p} · λ

e
k[ik] · · ·λe

1[i1]

=
P

ik:p[ik]6=null

Pr{p,ik}
Pr{p}

· λe
k[ik] · be

k[p[ik]].

The terminal cases for the recursions are as for the exact
aggregation case, Ae

K [root, root] = 1 and be
0[one] = 1.

Thus, we need to compute probabilities of the type Pr{p}
and Pr{p, ik}, for each node p at each level k and each local
state ik such that p[ik] 6= null. In our algorithm, Pr{p, ik}
is simply πk[(p, ik)], the entry of the (current guess of the)
level-k stationary probability vector for state (p, ik). To
compute Pr{p}, we use the expression

Pr{p} =
P

ik :p[ik]6=null
πk[(p, ik)]

and perform the sum for each node p after computing the
level-k stationary probability vector. We could also use

Pr{p} =
P

α∈A(p) Pr{α}

but the former is preferable because it is a simple sum, while
the latter requires us to recursively compute Pr{α} (the
number of paths α ∈ A(p) can grow exponentially as we de-
scend the decision diagram, but the recursive computation
makes use of previous results, thus its cost is proportional
to the number of nodes above p, not to the number of paths
leading to p). It is comforting to know that, upon conver-
gence the values obtained with either method coincide.

3.5 Exploiting event locality
Considering that both the enabling and the effect of an event
e are restricted to the levels between First(e) and Last(e),
we can further simplify the above recurrence expressions.
For k > First(e), We

k is the identity, hence for k ≥ First(e),

A
e
k[p, q] =

8
><
>:

X

(iK ,··· ,ik+1)∈A(p)

Pr{iK , · · · , ik+1}

Pr{p}
= 1 if p = q

0 otherwise

,

i.e., e can be ignored for k > First(e), and e only changes
the local state component of the state (p, ik) at level k =
First(e), but not the node component: Re

k[(p, ik), (p, jk)] =
We

k[ik, jk] · be
k−1[p[ik]] and Re

k[(p, ik), (q, jk)] = 0 for p 6= q.

Analogously, since We
k is also an identity for k < Last(e),

which implies that λ
e
k[ik] = 1 for any ik ∈ Sk, we have

∀k < Last(e), be
k[p] =

P
(ik ,... ,i1)∈B(p) Pr{ik, . . . , i1|p} = 1,

i.e., for k = Last(e), Re
k[(p, ik), (q, jk)] = Ae

k[p, q]·We
k[ik, jk]

and, for k < Last(e), e can change the node, but not the
local state, component of state (p, ik): Re

k[(p, ik), (q, ik)] =
Ae

k[p, q] and Re
k[(p, ik), (q, jk)] = 0 for ik 6= jk.

In particular, if e is a local event for level k, we obtain that
the only transitions caused by e are

R
e
k[(p, ik), (p, jk)] = W

e
k[ik, jk] for jk ∈ X

e
k (ik).

As these rates are exact (they involve no approximation), a
simple rule of thumb in the hope of achieving a good approx-
imate aggregation is to partition the model in a way that
minimizes the number of synchronizing events. Of course,
this is just a heuristic; we will see that, for models exhibit-
ing a product-form solution, our algorithm computes exact
results even if every event is synchronizing.

We now summarize, giving an intuitive explanation for the
effect of locality on the transition rates in Re

k. Consider first
the effect of a local event e for level k. Since e is independent
of all other levels, we know that

X e((α, ik, β)) = α×X e
k (ik)× β

and the rate of e is We
k[ik, jk] for each jk ∈ X

e
k (ik). Thus,

for each state in C(p, ik), we know that event e is enabled,
and leads to states in C(p, jk) for jk ∈ X

e
k (ik). In the level-k

CTMC, this is reflected by transitions from state (p, ik) to
state (p, jk) with rate We

k[ik, jk] for all (p, ik) ∈ Mk. It is
also possible for e to affect states in the level k′ CTMC, for
k′ < k. Considering the case where k′ = k−1, we see that e
causes a transition from (p[ik], ik′ ) to (p[jk], ik′ ) in the level-
k′ CTMC for all local states i′k such that (p[ik], ik′ ) ∈ Mk′ .
The total rate of this transition is given by Ae

k[p[ik], p[jk]],
which is the sum over all nodes p′ such that p′[ik] = p[ik]
and p′[jk] = p[jk] of the probability of being in state (p′, ik)
given that we are in node p[ik], multiplied by the rate of
the transition from ik to jk at level k. This transition will
continue to affect later levels until all the arcs corresponding
to the transition are self-arcs. In particular, if p[ik] = p[jk],
then the corresponding arcs at the next level will all be self-
arcs, and e will not affect any other levels.

For a synchronizing event e, there are four distinct cases:

• k > First(e). In this trivial case, e does not affect level k,
nor does it affect any levels above it. Any transition due to
e results in a self-arc in the level-k CTMC, so we can simply
ignore the effects of e at this level.

• k = First(e). This case is analogous to that of local
events. We know that X e((α, ik, β)) = α × X e

k (ik) × β′ for
some β′. As the α portion of the state does not change, the
corresponding transition due to e in the level-k CTMC will
be from state (p, ik) to state (p, jk) for jk ∈ X

e
k (ik). Unlike

a local event, though, e might be enabled in all, some, or



none of the states in C(p, ik). Thanks to our exact encoding
of the state space S, we can detect when e is not enabled
in any state in C(p, ik); if this is the case, we do not have a
corresponding arc in the level-k CTMC. On the other hand,
if e is enabled in some or all of the states in C(p, ik), we
place a corresponding arc between state (p, ik) and all the
(p, jk) ∈ Mk, for jk ∈ X

e
k (ik). The rate of each arc is

given by We
k[ik, jk] ·be

k−1[p[ik]], which is the product of the
contribution at level k and the one “from below”.

• First(e) > k ≥ Last(e). This is the most general case, as
we have X e((α, ik, β)) = α′ × X e

k (ik) × β′ for some α′, β′.
If e is enabled in at least one state in C(p, ik), the level-k
CTMC has arcs from state (p, ik) to states (p′, jk) ∈ Mk,
for jk ∈ X

e
k (ik), where p′ = node(α′). The rate of each arc

is given by Ae
k[p, p′] ·We

k[ik, jk] · be
k−1[p[ik]], which is the

product of the contribution from above, from level k, and
from below. If k = Last(e), be

k−1[p[ik]] = 1, since e does
not affect any level below.

• Last(e) > k. This is similar to the case when an event local
to level k affects levels k′ < k. In this case, we know that
X e((α, ik, β)) = α′× ik×β for some α′. Since p′ = node(α′)
might be different from p, e may still cause a change of state
in the level-k CTMC, even though e is independent of level
k. If p′ 6= p, the level-k CTMC contains arcs from state
(p, ik) to state (p′, ik) for all (p, ik) ∈Mk. The rate of each
arc is simply Ae

k[p, p′], the rate at which e causes a transition
from node p to node p′.

4. ALGORITHMIC DETAILS
Fig. 3 shows the pseudo-code for our approximation algo-
rithm. Procedure ComputeMC(k), not shown, computes the
rates of the level-k CTMC using Eq. 6, which requires ma-
trices Ak and vectors bk. These are computed recursively
by procedures ComputeAs and ComputeBs in Fig. 3.

4.1 The fixed-point computation
The overall fixed-point iteration is carried out by procedure
Solve. At each iteration, Solve calls SolveLevel(k) for each
k after having updated A and b. SolveLevel(k) uses an it-
erative Markov chain solver to compute the stationary dis-
tribution πk of the level-k CTMC given the current value
of its transition rate matrix Rk (we use Gauss-Seidel with
under-relaxation). For efficiency, we use the final iterate
πk of the previous fixed point iteration as the next initial
guess in the Gauss-Seidel solution at the next fixed-point
iteration. By doing so, the number of Gauss-Seidel itera-
tions required to solve the level-k CTMC tends to decrease
from one fixed-point iteration to the next. Indeed, we stop
the fixed-point iterations when all K CTMC solutions re-
quire just one Gauss-Seidel iteration, as this implies that
the transition rate matrix Rk of the level-k CTMC has not
changed enough to require a change (above a given relative
precision ε) in the stationary solution πk.

Multiple fixed-point iterations are required only when there
is a cyclic dependency among the synchronizing events; that
is, the local state ik for submodel k affects a rate in Rl and,
conversely, the local state il for submodel l affects a rate
in Rk, for l 6= k. If the dependence is only one-way and
the submodels are ordered accordingly, our algorithm will
not require fixed-point iterations (that is, the second time it
computes the vectors πk, it will realize that the old values

ComputeAs(k)

1: if k = K then • There is only the root node
2: for each e ∈ E do

3: Ae
k ← [1];

4: Return
5: for each e ∈ E do

6: Ae
k ← 0; • Clear the old A matrices

7: for each p ∈ L[k + 1] do • Nodes p in level k + 1
8: for each ik+1, p[ik+1] 6= null do

9: adjust← πk+1[(p, ik+1)]/Pr{p[ik+1]};
10: for each e ∈ E , Xk+1(e, ik+1) 6= null do

11: for each jk+1 ∈ Xk+1(e, ik+1) do

12: for each q ∈ L[k + 1], Ae
k+1[p, q] 6= 0 do

13: if q[jk+1] 6= null then

14: rate← Ae
k+1[p, q] ·We

k+1[ik, jk];
15: Ae

k[p[ik], q[jk]] ← Ae
k[p[ik], q[jk]] +

rate · adjust;

ComputeBs(k)

1: for each p ∈ L[k] do

2: for each e ∈ E do

3: be
k[p]← 0; • Clear the b vector for node p

4: for each ik, p[ik] 6= null do

5: adjust← πk+1[(p, ik+1)]/Pr{p};
6: for each e ∈ E such that X e

k (ik) 6= null do

7: if k > 1 then

8: down← be
k−1[p[ik]];

9: else

10: down← 1; • Terminal case
11: be

k[p]← be
k[p] + adjust · down · λe

k[ik];

SolveLevel(k)

1: ComputeMC(k);
2: compute probability vector solution of πk ·Qk = 0;
3: compute probability Pr{p} of each node p ∈ L[k];

Solve()

1: set up the structures to store A and b;
2: initialize local stationary probabilities to some guess;
3: while not converged do

4: for k ← 1 to K do

5: ComputeBs(k);
6: for k ← K down to 1 do

7: ComputeAs(k);
8: SolveLevel(k);

Figure 3: Our approximation algorithm.

still represent the stationary solutions, since no Rk changes
after the first update).

4.2 Data structures
For a given level k, we must conceptually represent |E| ma-

trices Ae
k ∈ IR|L[k]×L[k]|, one for each event e. As these

matrices are typically quite sparse, in practice we use a sin-
gle matrix per level in which only the nonzero elements are
stored, with an associated event index. Hence, an entry is
a list of pairs (real-value,event-index). Only the rate infor-
mation changes during the fixed point iterations, so we can
build the sparse structure of these matrices once during ini-
tialization, and simply adjust the real-value part during the
iterations. As discussed in Sect. 3.5, we do not need to store
Ae

k for k ≥ Last(e), since these matrices are identities.



Another possible simplification is to merge the set Ek of
local events for level k into a single “macro event” lk, with
First(lk) = Last(lk) = k, whose behavior is defined by:

X lk
k (ik) =

S
e∈Ek

X e
k (ik)

λ
lk
k [ik] =

P
e∈Ek

λ
e
k[ik]

Problk
k (ik, jk) =

P
e∈Ek

Probe
k(ik, jk) ·

λ
e
k[ik]

λ
lk
k [ik]

.

We must also compute and store the value of b for each
(event,node) pair. Our implementation uses a vector of size
|E| per node but, in principle, it could use a vector of size
|{e ∈ E : First(e) > k ≥ Last(e)}| for each node at level k,
provided we maintain appropriate indexing information. Of
course, for each level-k CTMC we also store its stationary
probability vector πk ∈ IR|Mk|, and a vector of size |Lk|
containing the Pr{p} for each node p at that level.

5. PRODUCT-FORM MODELS
We now show that our approximation algorithm performs
an exact aggregation, thus produces exact results, if the
model under study possesses a product-form solution. For
simplicity, we limit our proof to the case of a single class
product-form closed queuing network with K queues and

N customers, where the state space contains
„

N + K − 1

N

«

states, S =
n
i = (iK , . . . , i1) :

PK

k=1 ik = N
o

. For such a

model, there exist a constant G and K functions fk such
that ∀i ∈ S, π[i] = 1/G ·

QK

k=1 fk(ik). Since our only as-
sumption is that Pr{ik|α} = Pr{ik|node(α)} all we have
to show is that this assumption is valid for the case of our
product-form queueing network.

Observing the decision diagram in Fig. 2(b), it is immedi-
ately apparent that the state space S of any queuing network
of the type we consider will have a similar decision diagram,
with K levels and N +1 nodes per level, except of course at
the top level, assuming that each queue is treated as a sep-
arate submodel. The meaning of the N + 1 nodes at level k
is clear: starting from the left, the first node corresponds to
the fact that all N customers are still to be placed in queues
k, . . . , 1; the second node corresponds to the fact that one
customer is at one of the queues K, . . . , k +1, so only N −1
customers are still to be placed in queues k, . . . , 1; and so on,
until the last node, where no customers are left to be placed
in queues k, . . . , 1. In other words, the common property
distinguishing the paths α = (iK , . . . , ik+1) leading to the
nth node at level k is that they correspond to having as-
signed the same number L = iK + · · · + ik+1 of customers
to queues K, . . . , k + 1.

Thus, the meaning of condition Pr{ik|α} = Pr{ik|node(α)}
is, in the case of our queueing network, that

Pr{ik|iK , . . . , ik+1} = Pr{ik|L = iK + · · · + ik+1}.

where

Pr{ik|iK , . . . , ik+1} =

X

ik−1, . . . , i1 :
ik−1+· · ·+i1 =N−L−ik

1

G

KY

k=1

fk(ik)

X

ik, . . . , i1 :

ik +· · ·+i1 =N−L

1

G

KY

k=1

fk(ik)
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Figure 4: A Fork-join model.

and

Pr{ik|L} =

X

iK , . . . , ik+1 :
iK +. . .+ik+1 =L

X

ik−1, . . . , i1 :
ik−1+· · ·+i1 =N−L−ik

1

G

KY

k=1

fk(ik)

X

iK , . . . , ik+1 :

iK +. . .+ik+1 =L

X

ik , . . . , i1 :

ik +· · ·+i1 =N−L

1

G

KY

k=1

fk(ik)

.

The two can indeed be shown to be equal with a derivation
based on stratification by queue lengths, along the lines of
the classical proof of the “flow equivalent server” for product
form queueing networks [6].

Concluding this section, we stress that the relevance of the
fact that our algorithm gives exact results for this class of
models is that it provides us with an additional “sanity
check” about the robustness of our approach. Of course, we
are not suggesting that the solution of K CTMCs, each with
(N +1)(N +2)/2 states, except the first and the last, which
have only N + 1 states, in a fixed-point iterative fashion is
necessarily a good way to analyze a product-form model.

6. NUMERICAL RESULTS
In this section, we evaluate the proposed approximation ap-
proach on a set of experiments. Two small examples are
considered initially to observe the effect of synchronization,
a fork and join model and a juggling server model, followed
by two classical Petri net models: a Kanban [10] and a flex-
ible manufacturing system [12]. All experiments were per-
formed on a Pentium II 400Mhz machine, with 384Mbytes
of RAM, with the Linux operating system, and without the
use of virtual memory. The exact results used to evaluate
our approximation were obtained with SMART [9]. In each
case, we report the relative error in aggregated measures,
such as the mean number of tokens in a given place or the
throughput of transitions. In all cases, CTMCs were solved
using Gauss-Seidel with iterations continuing until the rela-
tive element-wise difference between subsequent probability
vectors was less than 10−6.

6.1 Fork and join model (FJ)
Fig. 4 depicts a Petri net where jobs undergo a certain se-
quence of activities (transitions t1, t4 and t3), followed by a
parallel execution (transitions t2a and t2b), and a join (tran-
sition tj). All transitions have exponentially distributed de-
lays, except for tj , which is immediate. The transitions rates
of t4, t3, t2a, t2b, and t1 are 4, 3, 2, λ, and 1, respectively.
There are N jobs in the system, modeled by an initial mark-
ing of N for place p4.

In the experiments, we vary the value of N and λ, assum-
ing a partition of the net into five components. The size
of the state space obviously increases with the number N
of circulating jobs: Table 1 lists the size of the state space
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Figure 5: Error for the FJ model of Fig. 4.

N |S| |M5| |M4| |M3| |M2| |M1|
10 1,716 11 66 66 506 121
20 19,481 21 231 231 3,311 411
30 87,296 31 496 496 10,416 961
40 259,161 41 861 861 23,821 1,681

Table 1: State space for the FJ model of Fig. 4.

of the complete model (column “|S|”) and the size of the
Markov chains used by the approximation for level k (col-
umn “|Mk|”), for k = 5, . . . , 1. For the largest case, N = 40,
there is about one order of magnitude between the size of the
whole system and that of the largest Markov chain solved
by our approximation; much larger savings are realized for
larger values of N .

Another interesting measure of complexity is the number of
iterations of the fixed point algorithm. For N = 40 and λ =
1, only five fixed-point iterations are required and, for each
of them, Table 2 reports the number of iterations performed
by the Gauss-Seidel solution of the level-k CTMC. Indeed,
the approximation reaches a fixed point in five iterations
for all the values of λ we used. In this model, the solution
for levels 4 and 5 converges very quickly (as indicated by a
single Gauss Seidel iteration after the first step).

Fig. 5 shows the relative error against the number of jobs N
and the rate λ for the computation of the average number of
tokens in place p1c. Note that the approximation is quite ac-
curate for this model: usually within 0.01%. Relative errors
for other places were similar or better, and the maximum
observed throughput error for transitions was 0.02%.

6.2 Load dependent service
Fig. 6 depicts a Petri net where two stations share S servers.
Jobs in the system progress cyclically through four activities
(transitions t4, t3, t2, and t1), and S servers move between
transitions t2 and t1, through transitions i21 and i12. All
delays are exponentially distributed and the transitions rates
are for t4: 1, single server, for t3: 1, infinite server, for t2:
2, infinite server, for t1: λ, infinite server, and for i21 and
for i12: 10, single server. The infinite server semantics for
transitions t1, t2, and t3 makes their rates depend on the
enabling degree, and therefore on the marking of the input
places. Place p4 and s2 are initialized with N jobs and S
servers, respectively

In the experiments, we vary the values of N , S, and λ, as-
suming a partition of the net into three components. Again,
the size of the state space is not very large, and it is not

fixed GSD it. GSD it. GSD it. GSD it. GSD it.
pt. it. level 5 level 4 level 3 level 2 level 1

1 110 293 526 3,082 1,965
2 90 161 230 1 1
3 62 86 1 1 1
4 20 1 1 1 1
5 1 1 1 1 1

Table 2: Iterations for the FJ model, λ = 1, N = 40.
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Figure 6: Servers moving between two stations.

reported here since it does not show any significant differ-
ence with respect to the fork and join case. Moreover, in
all experiments performed (varying N from 1 to 40, S from
1 to 10, with 10 different values for λ), the approximation
converges in four iterations, with a pattern very similar to
the fork and join case.

Fig. 7 shows the relative error against the number of jobs N
and the rate λ for the computation of the average number
of tokens in place p4. The highest error occurs with a single
server when the service rate is high. In general, we have
observed that our approximation tends to have a high error
due to synchronizing events whose rates can change signifi-
cantly; this tends to occur when the event of a synchronizing
event has a relatively high, state-dependent rate. The maxi-
mum observed throughput error for transitions was 2.3% for
this model.

6.3 A Kanban system
Fig. 8 depicts the Petri net of a Kanban system [10] com-
posed of four stations; indices in the place and transition
names identify the station. A part enters a station only if
a Kanban “ticket” is available (places pkani

); if the work

performed is “ok” the part can move to the next station,
otherwise we must “fix” it. A part that passes station 1
forks into two parts, one for station 2 and one for station 3;
the two parts then join and move to station 4. All transi-
tions have exponentially distributed delays. The complexity
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Figure 8: The Kanban model.

N |S| |Mk| CPU
5 2.5 × 106 56 0.5

10 1.0 × 109 286 5.0
40 9.9 × 1014 12,341 1,262.7
60 7.2 × 1016 39,711 7,787.9

Table 3: State space for the Kanban of Fig. 8.

of the model grows rapidly with the number N of Kanban
tokens at each station. This shows how the method be-
haves, in terms of memory and time, on models with very
large state spaces.

In the experiments, we vary the value of N and consider
a partition with a single station per component (4 levels).
Table 3 reports the size of the state space, CTMC size for
any level k (all Markov chains have the same number of
states), and total CPU time for solution (including state
space generation), for various values of N . For the largest
case (N = 60), Table 4 shows the number of Gauss-Seidel
iterations at each of the required seven fixed point iterations.
An exact solution is possible only for N up to 5: for the cases
in which the comparison is possible the relative error on the
throughput of transitions is always less than 1%.

6.4 A flexible manufacturing system (FMS)
Fig. 9 depicts a Petri net of a FMS system [12] with three
machines (places M1, M2, and M3). Four types of parts are
present, and are modeled by the four places P1, P2, P3, and
P12: only the first three are initialized with N tokens, since
parts of the last type come from the combination of parts of
type 1 and 2. Also in this case the complexity of the model
grows rapidly with N . The transition rates used are similar
to those in [12], except immediate transitions are replaced
with fast transitions, to allow us to partition the model into
19 components.

Table 5 reports the size of the state space, the range of
CTMC sizes (since there are 19 CTMCs, we only list the size

fixed GSD it. GSD it. GSD it. GSD it.
pt. it. level 4 level 3 level 2 level 1

1 1,462 1,923 1,819 1,698
2 830 1,152 927 814
3 461 493 40 3
4 1 20 12 5
5 1 6 4 1
6 1 2 1 1
7 1 1 1 1

Table 4: Iterations for the Kanban, N = 60.

N
P1 

tP1

P1 wM1 

tM1

P1 M1 

3
tP1M1

P1 d

tP1e
tP1j

P1 s
tP1s

P1 wP2 
M1 

2
tP12s

P12 M3 P12wM3 P12 

txtP12tM3tP12M3

P12 s

N

M3 P2 wP1 

P2 s

tP2j

tP2e

P2 d

tP2M21M2 

tM2

P2 wM2 

tP2

P2M2 

tP2s
N tP3

P2 

P3 tP3M2

P3M2 P3 s
tP3s

Figure 9: The FMS model.

N |S| mink |Mk| maxk |Mk| CPU
6 1.5 × 107 7 714 33.6

12 1.7 × 1010 13 7,280 673.5
24 5.2 × 1013 25 90,675 14,640.4

Table 5: State space for the FMS of Fig. 9.

of the smallest and of the largest ones), and the total CPU
time required for solution, for the FMS as a function of N .
For N = 12, 112 fixed point iterations are required. Table 6
reports the minimum and maximum number of Gauss-Seidel
iterations required by the 19 CTMCs. An exact solution is
possible only for N up to 6. The maximum observed relative
error on the throughput of transitions was 14% for the case
N = 1 and 4.6% for the case N = 6.

7. CONCLUSION
We presented an approximation algorithm for the compu-
tation of stationary measures in a large structured Markov
model described as the composition of K submodels. By us-
ing decision diagrams and Kronecker operators, we encode
the exact state space and transition rate matrix of the model
very efficiently. The algorithm uses this information to build
K Markov chains corresponding to an approximate aggrega-
tion of the exact process. This allows us to obtain accurate
approximations for large models whose exact numerical so-
lution would be otherwise infeasible. As a special case, we
have also shown how, for models possessing a product-form
solution, our algorithm provides exact results.

A benefit of using the exact state space description is that
we assign nonzero probability only to truly reachable states.
In contrast, other decomposition approximations may assign
a nonzero probability to an unreachable state. In our experi-
ence, our approach produces more accurate results but tends
to be more expensive (i.e., requires the solution of larger
CTMCs) than other model-based decompositions. Our ap-
proach is ultimately limited by the sizes of the CTMCs to be
solved at each level, which depend on the decision diagram
encoding of the state space.

We illustrated the effectiveness of the proposed algorithm
through several representative models, including queueing
networks with fork-and-join behavior or server movement,
and stochastic Petri net models of factory automation sys-
tems with general synchronizations and interactions among



fixed GSD it. GSD it.
pt. it. (min) (max)

1 30 2,000
2 20 465

10 24 109
20 14 75
50 1 35

112 1 1

Table 6: Iterations for the FMS, N = 12.

the subsystems. For the set of experiments we performed
(of which we report only a subset for lack of space), the re-
sults are quite accurate and they are obtained in a modest
amount of time (usually within a few hours).

An additional strength of our approach is that experiment-
ing with different decompositions of the overall model simply
involves redefining a partition of the queues or places in the
model.
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